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Abstract. Open source communities have been of great interest for
researchers recently, yet little can be agreed upon when it comes
to developers motives. While it has been shown that participants are
mostly driven to contribute based on work related needs, it has also been
shown that they contribute to fulfill an ideological purpose. We believe
that the majority of participants contribute to satisfy their own personal
goals. We reveal how developers function as a collective intelligence by
modeling the open source community as a disjoint group of contributors.
We show that most developers contribute to only one project and only
to a small portion of its source code. We demonstrated that useful
functionality of most OSS software is an emergent phenomenon created
by a collection of developers with different motivations and personal
goals.
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1 Introduction

It has been proposed that open source software is heavily reliant on the commu-
nity that developed it [2]. Without the collective effort, social interactions, and
group influences of open source communities, the development and adoption of
said software would not occur [2]. The view of developers laboring together to
achieve a common purpose is an attractive, if unproven, assumption. Previous
research has revealed that the population of open source developers is disjoint
with the largest cluster consisting of only 25% of the total number of devel-
opers [12]. Even though their conclusions will be shown as incorrect, they did
present evidence that suggested that the open source community does not func-
tion as a whole. We wish to address this inaccurate portrayal of the open source
community directly and demonstrate, using the popular open source develop-
ment website SourceForge, that virtually all developers within the open source
community work independent of one another.
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Our hypothesis is the open source community and their achievements can be
viewed as a collective intelligence model. Developers spend their time attempt-
ing to achieve their own goals, while their contributions collect and emerge as a
related collection of useful functionality that can compete with peripheral soft-
ware. A few developers, which we have named long term contributors, bind this
functionality into a marketable application and do their best to maintain it. The
open source software community is the collective workings of individual devel-
opers with different motivations and personal goals. In this paper, we presented
our research results to demonstrate that this collective intelligence model is a
reasonably accurate portrayal of the open source community thereby, correcting
the held assumption that it is the open source communitys intention to labor
together to achieve a common ideological goal.

2 Related Work

Open source communities have been researched greatly over the last couple of
years, but not much research on developers motives has been agreed upon. Views
that explain participation have ranged from the free software ideology [15] to en-
joyment and creativity [4][5][16]. Other views that have been propagated include
career concerns, learning, and reputation [7][11]; affiliation and identity [8]; and
the developers desire to fulfill personal needs [3][9][10][13]. Although survey evi-
dence exists to support each of these theories [6][8], we feel that the majority of
developers would be contributing in an attempt to achieve their own objectives.

In the article titled Motivation, Governance, and the Viability of Hybrid
Forms in Open Source Software Development, Shah attempts to address these
conflicting opinions by conducting interviews with participants from the open
source community [14]. Virtually all interviewees reported that their initial con-
tribution was motivated by a need brought on by a work related purpose. Open
source software was used to fulfill their work related purpose due to the relative
ease of licensing as opposed to contract negotiated closed source software. Their
reason for contribution was usually caused by the absence of their required fea-
ture. Shah states, Because a need exists, participants generally do not wait for
others to solve the problem. Developers cooperate with other individuals in order
to avoid conflicts within projects, but tended to focus on their own needs. Per-
taining to the survey evidence from previous research, Shah found that a small
subset of original contributors continue contributing long after their initial needs
are met. These long term contributors tended to be highly skilled software de-
velopers who held managerial positions in their companies of employment. Open
source software development provided them with a venue to solve challenging
problems while taking advantage of their creativity. Interviewees indicated that
these long term contributors are the ones who commit code, rewrite sections,
fix bugs, and design software releases. These contributors themselves reported
that they monitor mailing lists, bug reports, and code contributions in order to
receive feedback and improve the project’s code.
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The items that long term contributors are tasked with completing are the only
visible signs that the open source community exists: committing code, rewrit-
ing sections, fixing bugs, designing software releases, maintaining mailing lists,
reading bug reports and improving existing code. If only a small portion of the
open source community consists of long term contributors and long term con-
tributors produce the visible signs that a community exists then the majority of
developers are short term contributors and do not partake in the communities
objective.

3 Experiment

Our aim is to show that the open source community consists of individuals car-
rying out their own agendas. If shown, it would follow that another model, other
than a common ideology, would best represent the motives and behavior of de-
velopers within the community. We highlight details that reveal most developers
contribute to a single project, and only a small portion of a project is impacted
by any developers contributions. The methods and results are outlined below.

4 Data and Methods

Our data collection focuses around SourceForge, the largest open source devel-
opment website that hosts a large variety and number of open source projects.
Our aim is to demonstrate that open source developers contributions are limited
to a narrow scope within the open source community. We will address this in
two stages. In the first stage we will use an external database, containing infor-
mation collected from SourceForge over the last six years, to analyze developer
participation at a community level. The second stage will encompass the use
of SourceForge’s Concurrent Versions System (CVS). Using this record we will
examine developers contributions at a project level. Both stages of observation
are discussed in more detail below.

The University of Notre Dame hosts an open source database (http://www.
nd.edu/~oss/Data/data.html) which maintains a vast amount of data collected
from SourceForge. The data collection started with a dump of SourceForge’s con-
tent in January of 2003. Starting in February of 2005, this dump became monthly
and consists of endless resources for research on the open source community. We
will use this wealth of knowledge to demonstrate that most participants, within
the open source community, only participate in a single open source project. We
believe this would be a fundamental blow to the idea of a well connected social
community and strengthen the proposal that participants our fulfilling their own
independent needs. The databases information however is limited, and it can-
not be used to accurately determine a single developers contributions to a given
project. We use Concurrent Versions System (CVS) data to bridge this gap and
determine the knowledge developers have of a project.

The Concurrent Versions System, also referred to as CVS, maintains the his-
tory of all changes within a project. This system, an open source project itself,

http://www.nd.edu/~oss/Data/data.html
http://www.nd.edu/~oss/Data/data.html
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is used widely throughout the SourceForge community. Its purpose is to track
changes within source code and record appropriate information that can used to
revert back to previous versions. This information includes details on the change
along with the author who committed it. By using the CVS historical record,
we are able to get each individual developers contribution to a project at any
given time by counting the lines of codes he/she had modified or developed at
that time. We use these details to show that the knowledge individual develop-
ers have of a project is greatly limited. If this can be shown then it can also be
assumed that developers lack the necessary knowledge to contribute towards a
unified goal.

In our project, the CVS data was collected directly from SourceForge through
the servers that they provide. Using their system and a standard CVS client, the
entire source code repository for a number of selected projects was downloaded.
Through further use of the CVS client, the projects history was extracted using
a standard command named log. This history was used to create our results.

5 Results

5.1 Particpant’s Community Contributions

Our first hypothesis is: most participants within the open source community con-
tribute to a single project. In order to demonstrate this hypothesis, we collected
data that reflected participation within open source projects. For each month that
data was available, we calculated the percentage of developers assigned to one
project, two projects, and so on. The data for each month was an accumulation
from all previous months. We have presented these findings in Fig. 1.

An almost unchanging trend that persists from 2003 to present can be ob-
served. Data points that reflect participation during the months of July to
September 2007 are corrupted due to a privacy issue SourceForge had with the
database that was used (http://zerlot.cse.nd.edu/mediawiki/index.php?
title=User_group). The data demonstrates that over 75% of all developers in
the history of SourceForge have taken part in no more than one project. It shows
that out of the 246,114 developers reported to be participating in the month of
July 2009, only 55,873 are participating in more than one project. However these
results do include projects that have been inactive for some time. To receive re-
sults that more accurately describe the month being analyzed, the data was
filtered each month to include only active projects. Active projects were defined
as projects that had issued a release of their software within two years prior of
the month being evaluated.

Fig. 2 contains the filtered project participation results for active projects.
Similarly to the unfiltered data, the months of July to September 2007 are cor-
rupted, but differences are clearly shown. Approximately 85% of developers on
active projects contribute to one project with less than 4% of developers con-
tributing to more than three. A linear trend can be extracted to show that the
percentage of developers working on a single project is rising. Likewise, linear
trends can show that participation in multiple projects is declining.

http://zerlot.cse.nd.edu/mediawiki/index.php?title=User_group
http://zerlot.cse.nd.edu/mediawiki/index.php?title=User_group
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Fig. 1. Developer Participation on SourceForge

Fig. 2. Developer Participation within Active Projects on SourceForge

5.2 Particpant’s Project Contributions

Our second hypothesis is: virtually all developers do not have knowledge of the
entire project. This hypothesis can be proofed by examining each developers
participation levels within the projects. To observe these levels, we measured
the amount of knowledge participants had pertaining to projects in which they
participated. SourceForge’s Concurrent Versions System contained a repository
of information that was able to perform this measurement. We analyzed projects
with the highest amounts of participation during the month of July 2009. Out
of the top 20 projects identified, 10 of these projects, including the top 4, were
available to be analyzed using CVS repository. We measured the percentage
of files that developers had made contributions to within a single project. A
developer had to edit at least one line of a file to be counted as a contributor.
Measurements are listed in Table 1. The number of participants for each project
and the percentage of files developers contributed to are indicated.

Table 1 indicates that developers have a narrow scope of their projects. In
some of these projects, the majority of developers have never contributed. Since
there are relatively no project members participating in all coding efforts within
a project, we can conclude that virtually all developers do not have knowledge
of the entire project.
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Table 1. Developer’s Scope within Projects

Number of Participants 0% 0%-1% 1%-10% 10%-20% 20%-50% 50%-100%

84 61 16 4 2 0 1
93 0 70 20 0 3 0
94 56 22 10 3 1 0
103 34 40 20 3 6 0
112 28 57 20 7 0 0
129 12 83 28 4 2 0
151 77 53 20 1 0 0
162 73 64 24 1 0 0
249 68 136 44 1 0 0
428 204 184 32 4 3 1

6 Discussion

Past research [14] revealed virtually all participants in the open source commu-
nity started contributing due to a work related need. This combined with the
observation that nearly all participants discontinue their contributions within
one year [14], we can assume that the majority of participants are fueled to
contribute based on those needs. Our research results demonstrated that con-
tributions from each developer were very narrow. Contributions from a single
developer were mainly funneled into a single project and only impacted a small
percentage of that project. This reinforces the notion that developers are driven
to achieve their own objectives while contributing to the open source community.

Long term contributors, who likely started contributing through their own
needs, continue to exercise authority over open source projects. Through code
revisions and software releases, they guide the progress and future of open source
projects. In our findings, we discovered some developers within the open source
community that worked on a great number of projects and others that had
contributed to a large portion of the project in which they were participating
in. Determining if these ambitious developers are the same as the long term
contributors, that maintain the community, should be an objective of future
research.

With most participants working to achieve their own goals and long term
contributors maintaining the projects, functioning software is produced. This
conclusion proofed our hypothesis that the open source community software
development phenomenon can be explained by modeling the community as a
collective intelligence. All developers goals within a single project can be assumed
to be related in some form, since they are all tied to the same project. As
developers goals are fulfilled, the project will start to reach a functioning state.
The long term contributors are the only ones needed to maintain that functioning
state as the project grows with expanding functionality.
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7 Conclusion

Our research has reinforced the idea that developers within the open source
community are driven to contribute based on their personal needs. In this paper,
we developed a collective intelligence model in order to explain how useful open
source software can be created by developers who only contribute to satisfy
personal needs. While this view does not hold for every contributor, it represents
a large portion of the open source community. Based on our research presented
in this paper, we have proofed that most participants within the open source
community contribute to a single project and virtually all developers do not
have knowledge of the entire project. The developers make contributions based
on their personal needs, while their contributions collect and emerge as a related
collection of useful functionality.

The scope of our data was limited to SourceForge, and it is still unknown
if this community is the best sample to represent the open source community.
Our analysis of project contributions could only be done on projects that made
use of SourceForges CVS. Our sample did include fifty percent of the top 20
projects participated in, but this may be significant. The research presented in
this paper did not demonstrate or highlight any differences among short term
and long term contributors. Our aim was to give insight into how the major-
ity of the open source community operates. Future research will aim at ad-
dressing these differences. Research on the open source community is still in its
prime. We feel there are still benefits to be had even though we have learned
a great deal. A self governing body, that produces useful society constructs,
should be researched until we can recreate what nature has already done
for us.
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